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PROCESSING UNIT

CPU core

Streaming Processor (SP)




WARP EXECUTION MODEL (SIMT ARCHITECTURE)

The multiprocessor creates, manages, schedules, and executes threads in groups
of 32 parallel threads called warps.



WARP EXECUTION MODEL (SIMT ARCHITECTURE)

At every instruction issue time, a warp scheduler selects a warp that has threads ready to
execute its next instruction and issues the instruction to those threads
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STREAMING MULTI-PROCESSOR
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When a multiprocessor is given one or more thread blocks to execute, it partitions
them 1into warps and each warp gets scheduled by a warp scheduler for execution.



STREAMING MULTI-PROCESSOR
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EFFICIENT GLOBAL MEMORY ACCESS PATTERNS

REDUCTION

Given an array A of n elements. For1 = 0 to n-1 A[1] represents the ith element.

The problem of reduction w.r.t binary associative operator @ is reducing array A into single
value A[0] @ A[l] @ A[2] ... @ A[n-1].

In our research we assume that @ is commutative as well.

Let's delve into a specific example of addition. The efficient global memory access pattern
kernels discussed in the following slides are written for addition but can be easily
extended to a wide range of applications including but not limited to arithmetic associative
operators, dot product, norms etc..



KERNEL INVOCATION STRATEGY

unsigned

unsigned
unsigned

unsigned
unsigned

unsigned
unsigned

unsigned
unsigned

int

int
int
int
int
int
int
int
int

min_work_per_thread

block_size 256 _power
block size 256

block _size 512 power
block size 512

num_blocks_256_power
num blocks 256

warp_size_power
warp_size

16; —

(1 <<

(1 <<

—

block _size 256 _power);
block _size 512 power);

locks_256_power);

> Compile time constants

> We are defining a new
parameter, to ensure that
when a thread 1s created it
handles at least a certain
number of work items
except for very small inputs

warp_size

,‘Notice the power constants,

which are useful for bitwise
operations (which are faster
than arithmetic)



12 unsigned int warp_size powen q3:47[31 INVOCATION STRATEGY

unsigned int warp_size

15 void computeReduction( unsigned int N, intx d_a, long long intx d sum, long long int init)
16 {

7 cudaMemset(d sum, init, (long long int));

19 // Kernel invocation

20 r (N < block _size 256 x min_work _per_thread) R

21 {

22 treeReductionXStrideKernel <block_size 256 _power>

23 <<< 1, block _size 256, warp_size x (long long int) >>> (N, d a, d sum);

24\ y

Launching with 1 block with 256 threads with shared memory of 32
x sizeof(long long int) = 32 x 8 bytes = 256 bytes
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unsigned int warp_size powen q3:47[31 INVOCATION STRATEGY

unsigned int warp_size

id computeReduction( unsigned int N, intx d_a, long long intx d_sum, long

cudaMemset(d sum, init, (long long int));

// Kernel invocation

(N < block _size 256 x min_work_per_thread)

long int init)

{
treeReductionXStrideKernel <block_size 256 _power>
<<< 1, block _size 256, warp_size x (long long int) >>> (N, d a, d sum);
s
€ (N < num_blocks_256 x block _size 256 % min_work_per_thread)
{
treeReductionXStrideKernel <block_size 256 _power>
<<< (N >> block _size 256 power) / min_work_per_thread, block size 256,
warp_size x (long long int) >>> (N, d_a, d_sum);
Is
\_

Launching with 256 threads per block
Launching with less than 256 blocks

Each thread handles at least 16 work items
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unsioned intEnanp_size_poscy {33,158 INVOCATION STRATEGY
unsigned int warp_size
void computeReduction( unsigned int N, intx d_a, long long intx d sum, long long int init)
{
cudaMemset(d sum, init, (long long int));
// Kernel invocation
(N < block_size 256 *x min_work_per_thread)
{
treeReductionXStrideKernel <block_size 256 _power>
<<< 1, block _size 256, warp_size x (long long int) >>> (N, d a, d sum);
I3
(N < num_blocks_256 x block _size 256 *x min_work_per_thread)
{
treeReductionXStrideKernel <block_size 256 _power>
<<< (N >> block _size 256 power) / min_work_per_thread, block size 256,
warp_size x (long long int) >>> (N, d_a, d_sum);
(} (N < num_blocks_256 x block _size 512 *x min_work_per_thread) A
{
treeReductionXStrideKernel <block_size 256 _power>
<<< num_blocks_256, block _size 256, warp_size * (long long int) >>> (N, d_a, d_sum);
\} Y,
Launching with 256 threads per block
Launching with 256 blocks per grid
Each thread handles at least 16 work items
s
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unsigned int warp_size powen q3:47[31 INVOCATION STRATEGY

unsigned int warp_size

void computeReduction

{

cudaMemset(d sum, init,

// Kernel invocation

(N < block_size 256 *x min_work_per_thread)

unsigned int N,

intx d_a, long long intx d sum, long long int init)

(long long int));

{
treeReductionXStrideKernel <block_size 256 _power>
<<< 1, block _size 256, warp_size x (long long int) >>> (N, d a, d sum);
I3
(N < num_blocks_256 x block _size 256 *x min_work_per_thread)
{
treeReductionXStrideKernel <block size .
<<< (N >> block _size 256 _power) ; .
= siz Jaunching with 512 threads per block
I3
(N < num_blocks_256 x block_size 51° -Launching with 256 blocks per grid
{
treeReductionXStrideKernel <block size . :
o< mum blocke 256 iock siae 5o Each thread handles at least 16 work items
1
(~ h
{
treeReductionXStrideKernel <block _size 512 power>
<<< num_blocks 256, block size 512, warp_size x (long long int) >>> (N, d_a, d_sum);
I
\_ Y,

—
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piiciebuiieseitl KERNEL INVOCATION STRATEGY
unsigned int warp_size
void computeReduction( unsigned int N, intx d_a, long long intx d sum, long long int init)
{
cudaMemset(d sum, init, (long long int));
// Kernel invocation
(N < block_size 256 *x min_work_per_thread)
{
treeReductionXStrideKernel <block_size 256 _power>
<<< 1, block _size 256, warp_size x (long long int) >>> (N, d a, d sum);
I3
(N < num_blocks_256 x block _size 256 *x min_work_per_thread)
e B
treeReductionXStrideKernel <block_size 256 _power>
<<< (N >> block _size 256 power) / min_work_per_thread, block size 256,
. warp_size x (long long int) >>> (N, d_a, d_sum);
Is
(N < num_blocks_256 x block _size 512 *x min_work_per_thread)
e . , , N
treeReductionXStrideKernel <block_size 256 _power>
<<< num_blocks_256, block _size 256, warp_size * (long long int) >>> (N, d_a, d_sum);
1 \_ Y,
1 )
treeReductionXStrideKernel <block _size 512 power>
<<< num_blocks 256, block size 512, warp_size x (long long int) >>> (N, d_a, d_sum);
L\ v,
(%udaDeviceSynchronize();J
s

(Invoke)




TREE REDUCTION KERNEL

( : : : )
< unsigned int block_size_power>

2| _global__ void treeReductionXStrideKernel ( unsigned int N,

* intx _ restrict  a,

4 long long intx __restrict__ total _sum)
5\ /

Kernel signature

We shall replace X with appropriate word
in following slides
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'  TREE REDUCTION KERNEL

e
long long int partial_sum;

\_
// Tree reduction

+= __shfl_down_sync(0xFFFFFFFF, 1o
+= __shfl_down_sync(0x0000FFFF, B
+= __shfl_down_sync(0x000000FF, ,  4);
+= __shfl _down_sync(0x0000000F, e
+= __shfl_down_sync(0x00000003, 5

__shared__ long long int [

uint8_t = ( XIS T)E:

uint8 t =1 D e S

// Writing to shared memory
( == 0) [ ] ;

__syncthreads();
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; : TREE REDUCTION KERNEL

f// Tree reduction
partial_sum += __shfl_down_sync(@xFFFFFFFF, partial_sum, 16);
partial_sum += _ _shfl_down_sync(0x0000FFFF, partial_sum, 8);
partial_sum += __shfl_down_sync(0x000000FF, partial_sum, 4);
partial_sum += __shfl_down_sync(0x0000000F, partial_sum, 2);
partial_sum += _ _shfl _down_sync(0x00000003, partial_sum, 1);
\ _J




Warp level primitives

Warp shutffle functions such as __ shil sync, _ shifl up_sync, _ shifl down_sync and _ shifl xor sync

exchange a variable between active threads within a warp as specified by mask without use of shared
memory (via registers). The exchange occurs simultaneously for all active threads within the warp (and
named 1in mask), moving 4 or 8 bytes of data per thread depending on the type.

int __shfl_down_sync(unsigned mask, int var, unsigned delta, int width=warpSize);

Tree reduction using warp shuffle functions:

Lane-id:
21 | 2 | 4 5 | 4
2o | 2 2 5

P

23

7

o
)

val += __shfl_down_sync(0xO00000FF, val, 4)

val += __ shfl down_sync(0x0000000F, val, 2)

val += __ shfl down_sync(0x00000003, val, 1)
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} ’“ TREE REDUCTION KERNEL

f// Tree reduction
partial _sum += _ _shfl_down_sync(OxFFFFFFFF, partial_sum, 16);
vartial_sum += __shfl_down_sync(0x0Q000FFFF, partial _sum, 8);
partial _sum += __ _shfl_down_sync(0x000000FF, partial _sum, 4);
partial_sum += __ shfl down_sync(0x0000000F, partial_sum, 2);
partial_sum += __shfl_down_sync(0x00000003, partial _sum, 1);
\ _J

In each warp, the thread with lane O accumulates partial sums from the
other threads within the warp and stores the result in its local register



} TREE REDUCTION KERNEL

18 // Tree reduction

19 partial_sum += __shfl_down_sync(@OxFFFFFFFF, partial_sum, 16);

20 partial_sum += _ shfl_down_sync(0x0000FFFF, partial_sum, 8);

o partial_sum += __shfl_down_sync(0x000000FF, partial_sum, 4);

22 partial_sum += __shfl_down_sync(0x0000000F, partial_sum, 2); .

23 partial_sum += _ _shfl _down_sync(0x00000003, partial_sum, 1); Shared MemorY 1S a tYPe of fa-St:

. user-managed memory that is
25 (_ L S L IR AN 7~ shared among all threads within the
same block in a CUDA kernel.

Dynamic Shared Memory is a type
of shared memory whose size is
determined at kernel launch time,
unlike static shared memory with a
fixed size defined at compile time
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For thread block of Size 512
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1 (warp_id == 0){
partial_sum = warp_partial_sum[lane_id];

block_size_power 10) partial_sum += __shfl_down_sync(@0xFFFFFFFF, partial_sum, 16);
block_size_power 9) partial_sum __shfl_down_sync(0x0000FFFF, partial_sum,

\YVVVVVVY

block_size power 7) partial_sum __shfl _down_sync(0x0000000F, partial_sum,

(
(
4 (block_size_ power 8) partial_sum __shfl_down_sync(0x000000FF, partial_sum,
(
(block_size_ power 6) partial_sum __shfl_down_sync(0x00000003, partial_sum,

(lane_id == 0) atomicAdd(total _sum, partial_sum);

partial_sum - atomicAdd(total_sum, partial_sum)




GRID STRIDE ACCESS PATTERN
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BLOCK STRIDE ACCESS PATTERN
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WARP STRIDE ACCESS PATTERN
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EXECUTION TIME SPEED OF 3771757
WARP AND BLOCK STRIDE
OVER GRID STRIDE FOR 10000000
REDUCTION: ADDITION
1) Higher the speedup better 90000000
the performance
2) Speedup of warp-stride or 170000000
block-stride access is the | &
ratio Ot: thei.r average E 490000000
execution time over 11 2,
runs to that of grid-stride | &
access 730000000
3) Sequential consistency of
kernels output is ensured 1130000000
4) Approximately 50 percent
speed up 1s achieved for 2 1530000000
billion input size
1950000000

0.4 0.8 1.2
Execution time speed up over grid stride

E Block-stride
Warp-stride

1.6



REDUCTION : ADDITION

1)

2)

3)

1)

Lower the execution time

better the performance

Execution time is

0.3

CUB
— Warp-stride
— Block-stride
Grid-stride
Thrust

considered for average
over 11 runs

Sequential consistency
output is ensured

For smaller input sizes,

warp stride thread algebra

1s overhead

0.225

0.15

12921

65409

Input size

331129

16716351 8486452

(sur)ouwrn uonnoaxg



REDUCTION : ADDITION CUB e

— Warp-stride

1) Lower the execution time — Block-stride
better the performance %Jiid-stride
rust
2) Execution time is 29 5
considered for average :
over 11 runs E
3) Sequential consistency §
output is ensured &
, B =
4) Our warp stride access e o
kernel 1s 18% faster than %
thrust, and same speed as ’E.?
CUB reduction n
1.9
e 0
10000000 410000000
610000000 1210000000 1610000000  6EAG00000

Input size



Sl [l RN NE[e] M Temporary storage required (without including output and input space)

12000
— CUB Reduction (32-bit)
— CUB Reduction (64-bit)
— Our Warp-Stride Kernel (32-bit)
9000 Our Warp-Stride Kernel (64-bit)
)
9
P
=
s, 6000
(&
O
=
O
=
3000
0
o]0 2125 45177 960240 20409858 433810436

Input size



EXECUTION TIME SPEED OF 1128837 Block-stride

WARP AND BLOCK STRIDE Sareas O R T Warp-stride
OVER GRID STRIDE FOR
DOT PRODUCT 4832930 FRLT R R G
R s s e
].) ngher the Speedup better 7847599
the performance b R e R
2) Speedup of warp-stride or . 12142149 RS RN AT ey
block-stride access is the | X asere waa
ratio of their average % agne o
o . o) FoET T e
execution time over 1 1 = 54555947
runs to that of grid-stride Q
et 88586679 e
3) Sequential consistency of e e
kernels output is ensured 1430242900 e e e
EESsna s o e
4) Approximately 40% speed 233572146 —
up is achieved for 1 billion O T
vector size input 615848411 e
1000000000

O 0.35 0.7 1.05 1.4

Execution time speed up over grid stride




EXECUTION TIME SPEEDUP

OF WARP AND BLOCK

STRIDE OVER GRID STRIDE
FOR VARIOUS NORM
DISTANCES

1)

2)

3)

4)

Higher the speedup better
the performance

Speedup of warp-stride or
block-stride access is the
ratio of their average
execution time over 11
runs to that of grid-stride
access

Sequential consistency of
kernels output is ensured

30-40% speed up 1s
achieved for 1 billion
vector size input

Block-stride L1l N
m Block-stride L2

Block-stride Lo B Warp-stride Lo

Warp-stride L1
Warp-stride L2

Vector size

op1I)s P11b 19A0 dn poaads aulr) UOINOSXT



Topic

Repository URL

Description

CUDA Efficient Memory
Access Patterns

Contains the full implementation of CUDA-
based memory-efficient access patterns,
focusing on optimizing memory throughput
and minimizing latency for large-scale
computations.



https://github.com/CodeCraftsmanSandeep/CUDA-EfficientMemoryAccessPatterns

e Single Source Shortest Path (SSSP) 1s a
fundamental graph problem that
involves finding the shortest path from a
glven source vertex to all other vertices
in a graph.

e We are going to consider weighted
directed graphs.

* Well known serial algorithms:
1. Diykstra’s algorithm
2. Bellman ford algorithm

e Well know parallel algorithms

1. Delta stepping algorithm
2. Parallel bellman ford

Source vertex: O



e Input: Directed weilghted graph G(V, E) n
be the number of vertices and m be the
number of edges,

V={ueZ|0<u<n}
E={(u,v,w)|i€eZ 0<i<m])
(theoretically)

* Relaxing an edge means trying to
update the shortest distance to the
destination vertex of that edge using the
source vertex

Bellman ford algo:

1 (iter = 0; iter < numNodes - 1; iter++)
(edge = 0; edge < numEdges; edge++)

5 u = edges[edge].sourceVertex;

6 v = edges|[edge].destinationVertex;
w = edges[edge]..weight;

3 (dist[v] < dist[u] + w)

0 dist[v] = dist[ul + w;:

4 (edge = 0; edge < numEdges; edge++)

edges [edge] . sourceVertex;

= edges[edge].destinationVertex;
8 w = edges[edge].weight;

(dist[v] < dist([u] + w)

< C
[l

| negCycle = true;
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GRAPH DATA SETS

Sparse graphs (Road networks)

S.No Dataset Name | V] | E | Description

Road network of

| roadNet-CA California from SNAP

19,65,206 (1.9 M) 55,33,214 (5.5 M)

Road network of

10,88,092 (1 M) 30,83,796 (3 M) Pennsylvania from
SNAP

2 roadNet-PA

Road network of
Texas from SNAP

3 roadNet-TX 13,79,917 (1.3 M) 38,43,320 (3.8 M)

Social network from

4 soc-LiveJournall 48,417,571 (4.8 M) 6,89,93,773 (68.9 M) | LiveJournal blogging
platform

Directed social
11,71,85,083 (117.1 M)| network from Orkut
community

5 soc-orkut-dir 30,72,441 (3 M)

Dense graphs (Social networks)




Plot information:

1. Smaller the execution time better the performance

2. The average time over 11 independent runs is used for

comparison

Performance:

For sparse graphs: SSSP A > SSSP B > SSSP C

For dense graphs: SSSP A < SSSP B < SSSP C

cul

road-CA road-PA

SSSP A

|

road-TX

Graphs
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